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Abstract Keywords

Checkpoint/Restart (C/R) strategies are vital for fault tolerance in
PDE-based scientific simulations, yet traditional checkpointing in-
curs significant I/O overhead. Lossy compression offers a scalable
solution by reducing checkpoint data size, but conventional meth-
ods often lack control over physical invariants (e.g., energy), leading
to instability such as oscillations or divergence in Partial Differ-
ential Equations (PDE) systems. This paper introduces a stability-
preserving compression approach tailored for PDE simulations by
explicitly controlling kinetic and potential energy perturbations
to ensure stable restarts. Extensive experiments conducted across
diverse PDE configurations demonstrate that our method maintains
numerical stability with minimal error magnification—even across
multiple checkpoint-restart cycles—outperforming state-of-the-art
lossy compressors. Parallel evaluations on the Frontier supercom-
puter show up to 8.4x improvement in checkpoint write perfor-
mance and 6.3 in read performance, while maintaining relative
L? errors ~2e-6 throughout continued simulation. These results
provide practical guidance for balancing compression accuracy, sta-
bility, and computational efficiency in large-scale PDE applications.
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1 Introduction

Partial differential equations (PDE) forms the mathematical foun-
dation for a broad range of physical modeling and computational
analysis tasks [7, 28]. For complex systems, PDEs are typically
solved using finite difference, finite element, and finite volume
methods [55], which approximate continuous solutions over dis-
cretized space and time domains. Large-scale PDE simulations often
span billions of grid points and require continuous computations
over days or weeks, making them highly vulnerable to system
failures, interruptions, hardware crashes, or power outages.
Checkpoint/restart (C/R) is widely adopted fault-tolerance tech-
niques in HPC systems[19, 66, 67]. By periodically saving the simu-
lation or system state to persistent storage, C/R enables applications
to resume and recover execution after interruptions. However, as
simulations scale, the volume and the frequency of checkpointing
increase significantly. While compute capabilities have outpaced I/O
bandwidth growth, this imbalance has made frequent checkpoint-
ing a major performance bottleneck—leading to extended runtime,
I/O contention, and pressure on storage infrastructure [6, 51, 58].
Advanced techniques such as multi-level checkpointing [32, 50]
and burst buffer [47] mitigate some of this overhead, but require
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complex management of memory/storage hierarchies and care-
ful checkpoint scheduling. In contrast, lossy compression-based
checkpointing offers a more scalable and easily integrable solution.
By compressing checkpoints prior to writing them to the parallel
file system (PFS), it can simultaneously reduce I/O time, storage
footprint, and data movement costs.

State-of-the-art lossy compressors—MGARD [1, 2, 13, 23], ZFP
[44, 45], SZ3 [17, 43, 63], and SPERR [40]—support strict error con-
trol, ensuring that the reconstruction error in norms like L% and L®
remains within user-defined error tolerance. However, many PDE
systems, particularly those governing fluid dynamics or turbulence,
are highly sensitive to perturbations due to their chaotic nature
[26, 35]. A small compression error in the checkpoint data will prop-
agate and grow after restart. While prior work [8, 9, 21, 57, 59, 64]
has shown some success in restarting PDE simulations from lossy
checkpoints, fundamental questions—specifically, why such errors
grow over time and how to design strategies that prevent instability
in continued simulations—remain unresolved.

Second order linear PDEs are generally classified into three ma-
jor categories [20]: parabolic (e.g., the heat equation), hyperbolic
(e.g., the wave equation), and elliptic (the Laplace’s equation). This
paper focuses on second-order hyperbolic PDEs, specifically the
wave equation, to highlight the importance of preserving energy
growth during lossy checkpointing. For first-order hyperbolic sys-
tems, compression-induced instability is less severe due to lower
regularity of solutions. We exclude parabolic PDEs because they
naturally dampen high-frequency errors, allowing compression
perturbations to dissipate over time. A previous study on lossy com-
pression for checkpointing heat conduction PDEs [8] has shown
that compression errors tend to smooth out and attenuate as the
simulation progresses. Elliptic PDEs are also omitted, as they de-
scribe steady-state phenomena where the solution does not evolve
dynamically.

The key novelty of this work lies in introducing a physics-
informed approach to lossy checkpointing. Unlike prior studies
that treat compression as an application-agnostic data reduction
problem, we demonstrate that respecting the governing physics
is essential for stability. In particular, for the second-order wave
equation, we show that stable restart requires separating temporal
iterates into kinetic and potential energy components, each subject
to different error constraints. This insight explains, for the first
time, why small perturbations can grow uncontrollably in hyper-
bolic PDEs and provides a concrete mechanism to suppress error
amplification. Our contributions can be summarized as follows:

o We analyze the root causes and dynamics of error growth af-
ter restart from lossy-compressed checkpoints, establishing
the vital need to preserve physics rather than relying solely
on error norms such as L? or L.

e We provides a concrete application with non-trivial physics—
the second-order hyperbolic PDE—that requires a novel com-
pression strategy for checkpointing.

e We design an energy-preserving lossy compression algo-
rithm and demonstrate, both theoretically and experimen-
tally, that it enables stable restart even after multiple consec-
utive C/R cycles.

o We evaluate the I/O and performance benefit of our method
at scale, showing 4.2-6.3% faster reads and 2.9-8.4X faster
writes on the Frontier supercomputer while keeping the
relative RMSE at ~2e-6 in continued simulation.

2 Related work

2.1 Checkpoint-restart in PDE problems

Checkpointing is a widely adopted fault-tolerance strategy in high-
performance computing (HPC), enabling applications to recover
from failures and maintain computational resiliency [18, 27, 30, 36].
It works by periodically saving the current simulation state to
persistent storage, allowing execution to resume from the most
recent checkpoint after a failure or interruption [52]. However,
traditional checkpointing introduces substantial I/O overhead and
storage pressure, especially for applications running at scale.

To address these challenges, several strategies have been pro-
posed. Diskless checkpointing [29, 56] stores processor states in
memory distributed across checkpoint nodes, enabling fast recov-
ery but offering limited fault tolerance. Multilevel checkpointing
[4, 32, 47, 50] leverages storage hierarchies to reduce I/O latency,
but requires careful scheduling and does not reduce the overall data
volume. Compression-based checkpointing [31, 35, 48, 57], reduces
both storage footprint and data movement cost by applying lossy
or lossless compression before writing data to the PFS. As computa-
tional performance—particularly with GPUs—continue to outpace
1/0 bandwidth growth, compression-based checkpointing has be-
come an increasingly attractive solution for scalable and efficient
fault tolerance.

2.2 Lossy data compression

Scientific data compression techniques are broadly classified as
lossy and lossless techniques. While lossless compressors [22, 45]
preserve full data fidelity, they typically achieve modest compres-
sion ratios—often less than 2x for floating-point scientific data [3].
Lossy compression [10, 11], in contrast, offers much higher reduc-
tion ratios by allowing bounded degradation in accuracy. Modern
lossy compressors implement error control mechanisms to ensure
the reconstruction error remains within user-defined thresholds.
However, most general-purpose compression tools only guarantee
bounds in the L? or L™ norms for primary data, without explicit con-
trol over derived physical quantities or application-specific quanti-
ties of interest (Qols). While some specialized methods [24, 33, 46]
support application-specific Qols, they often rely on conservative
error estimates, limiting overall compression efficiency.

2.3 Error propagation from lossy state

Despite the central role of PDEs in scientific computing, the stability
implications of lossy compression have received limited attention.
Compression-induced energy growth—if not properly controlled—
can destabilize simulations and lead to divergence. Early work by
Calhoun et al. [8, 9] applied lossy compression to checkpointing
in Taylor Series, 1D heat, and advection equations. They showed
that when the compression tolerance was set much smaller than
the numerical truncation error, its impact was masked. However,
these studies focused on small-scales, highly dissipative problems
with relatively large truncation errors (10~% to 103), limiting their
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Figure 1: Error propagation in a 2D wave equation starting
from checkpoints compressed using three lossy compres-
sors respectively, with a relative eb;=1e-3 and eby=1e-8. Both
MGARD and ZFP show an initial spike in the error which
quickly settles down, but the error propagation of SZ keeps
increasing, even after thousands of time steps (At = 1x 1073).

broader applicability. Fox et al. [21] analyzed inline ZFP compres-
sion in Krylov solvers, concluding that even small floating-point
perturbations can amplify across iterations. Similarly, Tao et al.
[59] demonstrated that lossy checkpointing can significantly de-
grade the convergence of iterative linear methods if not carefully
managed.

A more directly relevant study by Kukreja et al. [36] examined
error propagation in a 3D acoustic wave simulation with lossy
checkpointing. They observed a sharp spike in error immediately
after restart, followed by partial re-stablization—a behavior consis-
tent with our own observations (Figure 1)—but without addressing
the physics-specific mechanisms driving this growth. While some
degree of stabilization is expected as no further perturbations are
introduced post-restart, the magnitude and unpredictability of er-
ror amplification raise concerns about the reliability of so-called
“error-controlled” compression. Complementing these findings, Tri-
antafyllides et al. [64] demonstrated that variability across com-
pressors and workflows, underscoring the fragility of approaches
that rely solely on abstract error norms..

To further illustrate how lossy checkpointing impacts PDE sta-
bility in hyperbolic systems, we simulate the motion of a 2D pond
surface responding to raindrop impact. The wave equation is solved
on a 2048 x 2048 m? domain with space and time discretization
satisfying the Courant-Friedrichs-Lewy (CFL) condition [15]. After
running the simulation for 6 seconds, we compress the final wave
field using MGARD, SZ3, and ZFP at two error tolerance levels,
eby = 1073 and eby = 1078, which yield relative L2 errors of similar
magnitude. MGARD is used with L2 control, SZ3 with L*®, and
ZFP with fixed-accuracy mode, which are the default error-control
settings of each compressor. Compression ratios across all compres-
sors were matched by slightly adjusting error bounds, resulting
with a ratio of 29% for eby and and 5.5X for ebs.

Restarting from these compressed checkpoints, we compared
each run against a reference restarted from uncompressed data.
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All three compressors exhibit a spike in error immediately after
restart. For MGARD and ZFP, errors plateau, while SZ3 continues to
show gradual growth. Overall, root-of-mean-square errors (RMSE)
increase by a factor of (20 — 419)X over 1000 time steps across all
cases, regardless of the error tolerance used. Although some simula-
tion may eventually stabilize (e.g., checkpointing compressed using
MGARD and ZFP), such error amplification—especially in simula-
tions involving multiple restarts—can undermine the reliability of
scientific conclusions. These findings reinforce prior observations
[8,9, 21, 36, 59, 64], while highlighting that the root cause lies in
the neglect of underlying physics—such as kinetic and potential
energy conservation—during compression.

3 Problem Overview

The wave equation is widely used to model wave propagation
across various physical systems, including acoustics, seismic waves,
ocean waves dynamics, and electromagnetic waves transmission
[12, 14, 34, 49, 65]. A standard 2D wave equation with periodic
boundary conditions over a domain of size Ly X Ly is given by:

& & &

a_tlzl - Cz(a—xg + a—ylg) = S(x, Y, t),
u(x+Lx,y, 1) = u(x,y, 1), 1)
u(x,y+ Ly, t) = u(x,y,t),

where u(x,y, t) denotes the wave displacement at spatial coordi-
nates (x, y) and time ¢, ¢ is the wave speed (potentially varying over
space, i.e., c(x,y)), and S(x, y, t) is a time-dependent source term.
When a source is absent, the initial condition u(x,y,0) = f(x,y) is
specified. Periodic boundary conditions conserve linear momentum
and energy, ensuring that compression-induced artifacts do not
escape the computational domain.

Discretizing Equation 1 using a second-order finite difference
scheme with spatial steps Ax, Ay and temporal step At, the update
formula becomes [37]:

n+l _ n n—1 n _ n n
Ui Zui’j +tu;; , (ui+1,j 2ui’j tui_y;
—Cs .
At? b Ax?
n _ n n
Ui jer T 2t n

+ =S .
Ayz LJ

where “?j = u(iAx, jAy, nAt). This scheme introduces temporal

truncation error of O(At?) and spatial truncation error of O(Ax? +
Ay?) for solving w**!. To ensure numerical stability, the Courant-
Friedrichs-Lewy (CFL) condition must be satisfied:

1 1
cAt <1/ F-FF
V X Y

In this study, we assume the numerical truncation errors are neg-
ligible compared to errors introduced by lossy compression. For
brevity, we omit the 3D extension of the wave equation.

Let u” represents the solution {u; j}" obtained from an uncom-
pressed checkpoint at time n, and @" denote the counterpart recon-
structed from a lossy compressed checkpoint. As shown in Equation
3, computing u*! requires checkpoint data from two time steps: u”
and u™~!. Conventional compressors provide bounded L™ or L? er-
rors in each of these fields individually—i.e., u” —a" and u"~ 1_gn-1,
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However, the impact of these errors on post-restart simulation de-
pends on multiple hard-to-predict factors, including the type of
PDEs being solved, the spatial and temporal error distribution, and
the timing of the checkpoint. Empirical error management—such
as arbitrarily selecting small error tolerance for compression—is
often unreliable. Worse, when lossy checkpoints are used in multi-
ple consecutive restarts, simulations can accumulate instabilities,
leading to degraded accuracy or divergence. These observations
motivate the need for a more principled approach to compression
error control in PDE simulations.

4 Energy-conserved compression for
checkpointing
In this section, we demonstrate that conserving energy during

C/R is essential for maintaining numerical stability, accuracy, and
physical fidelity in PDE simulations.

4.1 Importance of energy conservation for
compression

Energy conservation—the principle that total energy in an isolated
system remains constant—is a core property of many PDEs. Quan-
tization in lossy compression disrupts this balance by introducing
artificial energy loss or gain. To ensure stability after restart, it is
critical to understand and manage how compression errors impact
system energy.

Conventional approaches compress u™ and u™~! independently,
typically using L? or L* error bounds. However, these norms do not
directly control the kinetic energy (KE) and potential energy (PE),
which are essential for PDEs. For hyperbolic PDEs like the wave
equation, which propagate forward in time based on past states, it
is important to monitor the evolution of energy. We define:

1 Ut TU\2 (Ui T U2
PE(u") = - ( ’ )+( ’)AA,
(u") ZZ][ v a7 xAy,  (2)
-1
1 Ui U2
KE(u" u"" ') = — (,J ,])AA’ 3
(u", ") ZCZIZJ_“ o xAy 3)

The quantity of PE(u”) clearly corresponds to the potential energy
at the n'" timestep. However, the quantity of KE(u", u~1) is more
naturally associated with the kinetic energy at the n — % timestep.
In order to make the KE and PE comparable, we shall consider
the modified PE defined by PE(u"~ 2 ), where u""% is defined as
%(u" +u”"1). The perturbation to energy conservation incurred
by lossy compression is quantified as the energy in the error field,
i.e. e = u — U, before and after compression.

Figure 2 shows an illustrative example of how KE, PE, and the
L2 error evolves in raindrop-on-pond simulation with varying spa-
tial and temporal resolutions. We model a physical domain of size
1024 x 1024 and a total simulation time of 6 sec. Across different
discretizations, checkpoints were compressed at the same simulated
time, t = 3 sec, using MGARD with L2 error control and a relative
RMSE of 1e-4 (i.e., |ju — @]|/(max(u) — min(u))). Since the energy
of error typically resettles to a steady-state level after the first few
hundreds of steps, we plot them only between 3 < t < 3.25sec.
We observe: (1) Lossy checkpoints perturb KE and PE, leading to

1e-4 1el
>
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: 2
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Figure 2: Illustration of the relationship between the energy
oscillation and the resulting L? error magnification when a
simulation restarts from a lossy compressed checkpoint at
t = 3sec. A 2D waves equation is simulated within a physical
space of 1024 X 1024 unit size and the wave continuously
propagates for another 3 sec after restart. Different spatial
(h) and temporal (At) discretization are selected to adjust KE
and PE’s sensitivity to compression-incurred perturbation.

oscillate untill convergence. (2) Greater imbalance in KE and PE at
restart prolong error convergence period. (3) Even after energy sta-
bilizes, L? errors may continue growing slowly, potentially leading
to divergence over time.

4.2 Kinetic/Potential energy-aware compression
The GOAL of compression is to replace u” and u™~! by compressed
versions which require less storage, while minimizing perturba-
tions to KE(u”, u”~!) and PE(u”
the KE(e", e"!) and PE(e"_%) during lossy checkpointing, and
simultaneously minimize their magnitudes.

First step, we introduce new variables defined by:

-2 )- We achieve this by balancing

1
uP = Z(u" -
2

So that the total energy becomes:

1
u'™!), andu? = E(u" +u ). (4)

KE(u", u""1) + PE(e""7) = KE(uP) + PE(u?) (5)



Stability-preserving Lossy Compression for Large-scale Partial Differential Equations

So the goal of the design is to choose compressed versions of uP ~
@P and u? ~ @# while minimizing the perturbation in the energy
measured by

KE(uP - aP) + PE(u® — 04). (6)

Once @ and a4 are decompressed, we can transform them back to
obtain compressed versions of u” and @"~! given by the formula
of

~n A

@ =d*+al, and@" ' =0t - aP. )

4.3 Error control via s-norm

The problem now is to device a compression technique which min-
imizes the quantity defined in Equation 5. This is a non-standard
compression problem which requires to simultaneously control
L2 norm in the first term and a derivative-based norm in the sec-
ond term. Fortunately, the MGARD compression technique has the
capability to control both of these quantities defined by:

1
c2At?
4.3.1  S-norms of MGARD. MGARD is an error-controlled compres-
sor based on the theory of multigrid. Given an input array u defined
on a grid Ny in R4, MGARD decomposes data into multilevel coef-
ficients u_mc[x]l residing on subgrids N _1, ..., Nyp downsampled

1,4 .4 D _ =D
ePE:ﬁ”u -y, and exg = [lu™ =@~ lo. (8)

from Nr. The compression error is incurred by quantizing u_mc [x]!
to U_mc [x]l for x € Np.Based on the previous work in [2], MGARD
defines a s-norm and uses a family {||.||s : s € R} to measure the
loss in u—1u.. These norms have been encapsulated into a specialized
quantizers used for adaptively reducing u_mc[x] across different
subgrid Nj. Under appropriate conditions, MGARD’s s-norm are
equivalent [5, 54] to the usual Sobolev norms {||.||gs : [s| < %}
In particular, we observe that the s-norm ||.||s with s = 0 is identi-
cal to the L? norm ||.|| 2, and ||.||s with s = 1 is equivalent to the
norm of potential energy. Previous work has leverage MGARD’s
L? error control [1, 23, 25, 41, 42], but our study is the first to ex-
plicitly exploit the connection between PE, L?, and the ||.||; norm
of MGARD.

First, we analyze the distribution of errors in data compressed
using different s-norms of MGARD. Figure 3 presents the results
of reducing u, which is a wave field vector, by a compression ratio
of 16x and taking s to be either 0 or 1. The simulation models the
evolution of a Gaussian pulse signal within layered material space
(Flat Velocity in Figure 6). We computed both L?(u — @) (i.e., middle
row in Figure 3) and PE(u — @) (i.e., bottom row in Figure 3).The
results show that using MGARD with s = 0 minimizes L errors (i.e.,
|lw—11||p norm), while s = 1 minimizes the PE(u—1) error (|[lu—1|;
norm), under equal compression ratios. This results demonstrate
an unique feature of MGARD’s compression under different norms,
which has not been seen in other state-of-the-art compressors.

4.3.2  Energy-conserved compression. Based on the MGARD foun-
dations and its relation to Sobolev norms, we observe the potential
energy of errors achieved using MGARD s = 1 is upper bounded by
a constant, Cpg, such that PE(u) = |ju—1l|; < 7pg/Cpg, where Cpg
depends on the shape of the domain, but is independent of u and a,
the domain size and the number of grid points. Figure 4 presents
the ratio of 7pg, to the corresponding PE(u — i) using MGARD s = 1.
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Figure 3: Illustration of the error preservation using MGARD
s = 0 and s = 1. The top row shows the original wave field
(left) and the reconstructed wave fields (middle and right).
The middle row shows the absolute errors (||u — l|), and
the bottom row shows PE of compression errors (V(u — 1))
resulting from the compression using s =0 and s = 1.

We executed the simulation using two initial conditions—rain drops
landing on pond surface and a Gaussian pulse signal traversing a 2D
space initialized using the velocity map Curve Fault in Figure 6. We
then reduce the solutions obtained at different checkpointing time
using 7pg = 0.1, 0.05, 0.01, and 0.005. Across different error toler-
ance and simulation configurations, Cpg remains within a relatively
constant range. Although a new Cpg may need to be measured
when switching physical problems, results in Figure 4 demonstrate
that the same Cpg can be applied to different configurations, initial
conditions, and checkpoint time.

As we discussed in Section 4.2, the new checkpoints variables,
u? and uP, should be compressed using different error controls,
with L? for uP and potential energy for u4, which correspond to
the s = 0 and s = 1 norms of MGARD. Here, we denote tolerance
used for uP and u? as rgg and 7pg, with

D_ =D A <A
™ =@l < kg and [[u” —a”||; < 7pg/CpE.

To balance KE error and PE error defined in Equation 8, we derive
the following relation:

TKE _ CzAtZCpE ©)

g R
4.3.3 Relation between PE and L? errors. So far, we have only dis-
cussed controlling the error in energy. In fact, as we shall now
show, this also provides indirect control of the errors in L2. The
corresponding L? errors in u” is given by:

- A_ A D_ D
o —@" [l =l[(u® - &%) + (w” —a@")]|.

A ~ A
<tgg + |[u® - ||12.
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Figure 4: Demonstration of MGARD’s error control on po-
tential energy (PE). eb refers to the error tolerance using
MGARD s = 1 norm, and PE measures the potential of com-
pression error, i.e., PE(u — ). The wave fields are compressed
at t =3.5s, 4.5s, and 5.5s in each simulation. The ratio of 7pg
to PE(e) remains constant across different error tolerance,
domain sizes, and simulation initial conditions.

Below, we prove there exhibits a constant y, such that |Ju A_gA| 2 <
~A
ylut — @,

Definition 4.1. Suppose we have a grid with nodes located at x; =
jh,j=0,1,..,N.Foreachm € {1,2,..., N — 1}, we define a vector
of sinusoidal functions (™) = (Qém), . ..,91(\]'")), where QJ(m) =
sin % for Vj € {0,...,N}. This vector has has the following
properties:

(1) P1: 6™ = 6™ = 0 for all m.

(2) P2: Since 8(™) and 6(") are orthogonal when m # n:

o(m) . g(n) _ 9(’")9(")

0, withm #n
1N withm=n

(3) P3: =0\ +20\™ — 0\") = 4sin? Z2g ™

PrOOF. Let Lys = —0'7) +20\™ — 0\

Lps = —sin(% + %) +2sin(%) —sin(——

=2 sin(%)(— cos(%) +1)

— 4qin2 M (m)
=4sin Nej ,
O
¢ N-17p(m) _ p(m)ya _ o
(4) P4: ijol(QJf; Gjm )2 = 2N sin? %
ProoF. Let Lpy = XN51(017) - 01™))2,
N- N-
Lpy = Z e(m)(e-;:_nl) 9(.m)) Z e(m) (e(m) e(m))
]_ J_
N p(m) _p(m)  p(m) _ g(m)
= Z‘f 0™ (-0 +208™ — i)
j:
N-1 m
= 2, 4sin® W(GJ(.m))z
=
= 2N sin® % (use P3, P2)
m]

With above, we prove the L? norm can be controlled by PE through
the following theorem.

THEOREM 4.2. Let {”j}?io € R:upg =un =0, then

N
S < M 1 ovtyeecu
j=

ProoF. Since {6(™)} are linearly independent, we could write
{uj} using {9(’")} as the bases according to P1 and P2:

N-1

uj= " a0\, Vje{o... N}

n=1

where i, = % Z;V:_Ol ujej(.’"), for n € {1,..,N — 1}. Then we have:
N-1 N-1 N-1 (m) A ) N—l
m n ~2
u Uty 9} 9 > Z iy, (use P2)
Jj=1 m,n=1 Jj=1 m=1
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Asujyr —uj = ZN 1 Am(e(m) 9](.m)), we further have:

Jj+1
N-1 N-1 ) )
2
(ujs1 —uj)? = Z Z(@Jﬁ ;™) (use P2)
Jj=0 m=
N-1
= 2 i 2Nsin® 2
- 2N sin® —
2N
m=1
o Nt
2 2 .
> 2N sin N Z Uy, (relaxation on m)
m=1
o N1
A2 2 . :
=4sin N ,Z u, (use previous equation)
e
=2(1-cos—
( S5 up
n=1

2 _
= %(l +O(N7%) Z ufl (Taylor series)
n=1

As PE(u) = ZkN: _01 (&hf”")z, we have the following relationship:

N-1 N2 N-1
DLk < = (14 ONTD) Y (tgeyy — )?
n=1 T k=0

N-1 Uy Uy
-2 +1 2
IEs

Nzhz (1+O(N72))PE(u)

]

This theorem shows also holds for grid functions defined in
R4, d € N. We omit the proof here for brevity.

4.4 Design overview

The implementation of the lossy checkpointing-restart pipeline is
conceptually straightforward and consists of the following steps:

(1) Variable transformation: Convert the checkpoint vari-
into a pair of new variables u” and u*, to

enable separate controls over PE(u””~ %) and KE(u™ —u*™1).

(2) Error balancing: Determine and balance the error tolerance
kg, and 7pg, based on the relations defined in Equation 9 and
4.2.

(3) Kinetic energy compression: Compress u” to a” using
MGARD with s = 0 (i.e., ||.]lo) and the tolerance g

(4) Potential energy compression: Compress u®

MGARD with s =1 (i.e., ||.]|1) and 7pg.

ables u” and u™!

to a4 using

During reconstruction, @ and &* are first decompressed, then
recombined to recover @” and @*~!

Figure 5 illustrates the full pipeline for stability-preserving lossy
checkpointing and restart. Compression parallelism is achieved
through data chunking, a feature available in modern parallel I/O
libraries such as HDF5 [39] and ADIOS [38]. The pipeline consists

of two stages:

SC’25, November 2025, ST. LOUIS, MO, USA

e Offline stage: Executes a coarse-grained simulation of the
target problem to estimate Cpg, a constant required for con-
trolling PE error via MGARD with s = 1. The coarse simu-
lation is computationally efficient and performed at lower
resolution. As shown in Figure 4, the ratio 7pg /PE(u — W)
is used to estimate Cpg. Once estimated, Cpg remains stable
across different initial conditions, discretizations, domain
sizes, and error tolerances.

Online stage: Performs lossy compression at runtime, A key
component of the online stage is the error tolerance estimator,
which translates the user-provided error bound (in either L?
norm, KE, or PE) into the corresponding values of 7xg and
1pg, for compressing u and u®”. using Equations 10 and 4.2.
For PDEs in heterogeneous media, the wave speed vector ¢
is replaced with an averaged value ¢ over regions where the
solution is significant.

Notably, this pipeline introduces negligible computational overhead.

Instead of compressing u” and u”*~! directly, it compresses u” and

u?—a simple transformation with minimal cost.

Algorithm 1: Error tolerance assignment

Input: Requested ebrypg and 75, Cpg, grid points N,
physical domain size M, averaged velocity ¢
if ebrypg € L? then

[

M2 | EAEG
2 TPE < Tn/( + TPE ;

2 2
3 | TKE < TPE% ;

4 else if ebTypg € kg then
2

h
5 TPE <~ Tn a2y
M2
6 T2 < ?TPE +Tn;
7 else if ebrypg € pg then
5242
AV O
8 | TKE < Tn—pr ot

2
9 L2 < %Tn + 7KE ;
10 else
11 L Input error type not supported ;

12 return 7pg, 7Kg, T12;

5 Evaluation

We evaluate the proposed pipeline in terms of the ability to (1)
minimize compression-incurred perturbations in PDE checkpoint-
ing and restart, (2) generalize across diverse initial conditions and
simulation configurations, and (3) maintain stability across multiple
C/R cycles. Additionally, we assess its integration into a parallel
I/0O pipeline. Given an error tolerance specified on final solution
accuracy (i.e., post-error magnification), we demonstrate that our
method delivers superior I/O performance compared to both un-
compressed and standard lossy checkpointing schemes. We refer
to our method as MGARD-energy, and to the baseline MGARD
implementation with conventional L? error control as MGARD-I2.

5.1 Experiment setup

5.1.1 Experimental environment. All experiments were conducted
on Frontier [53], a leadership class supercomputer at Oak Ridge
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Figure 5: Overview of stability-preserving lossy compression pipeline for PDEs.

Leadership Computing Facility (OLCF). Frontier consists of 9,408
nodes, each equipped with 4 AMD Instinct MI250X GPUs (128 GB
memory each) and a 64-core AMD EPYC CPU (512 GB memory).
The file system is Lustre-based with a peak I/O bandwidth of 9.4
TB/s.

5.1.2  Reference problem. We implemented a 2D and 3D wave prop-
agation simulation based on the finite difference scheme described
in Equation 3 with periodic boundary conditions. Velocity models
were initialized using velocity maps from the Vel and Fault families
of the OPENFWI dataset [16], a multi-structural benchmark suite
for full waveform inversion (FWI). We modified the CurveFault map
by adding non-absorbing obstacles to simulate wave scattering. The
original map size (70 X 70) was upsampled via nearest-neighbor
interpolation and rescaled to the velocity range [0, 275] m/s. For
3D experiments, the upsampled 2D slices were duplicated along the
z-axis. Dataset dimensions are detailed in Table 1. Simulations were
discretized spatially using h = 1, with time steps At = 5 x 10~ sec
(2D experiments) and At = 1 X 1073 sec (3D experiments).

For velocity models from OPENFWI, we introduced an explosive
source function, s(t), defined as the derivative of a Gaussian pulse:

s(t) = —2a(t — tg)e~*(T=0)",

where t) = 0.1 sec. The source was placed in the center of the do-
main and deactivated after 0.25 sec. We also modeled a 3D Gaussian
spherical wave propagating through a uniform medium. Figure 6
shows fours velocity maps and their corresponding wave fields at
checkpointing time in single C/R tests. As presented in Table 1, for
all 2D cases, simulations ran until ¢t = 4.5 sec, then resumed from
checkpoint and continued for 2.5 sec. In 3D cases, simulations ran
for 4 sec total, with a checkpoint saved at t = 2 sec and ¢ = 3 sec for
CurveFault and Uniform models, respectively.

5.1.3 Compressors and error metrics. We compare our method
against standard lossy checkpointing approaches that compress u”
and u”~! separately. Specifically, we use:
e SZ3: L and the default interpolation+lorenzo configu-
ration

e ZFP: Fixed-accuracy mode (equivalent to L™ control).
e MGARD: Standard L? error control mode.

We use the CPU implementation of SZ3 [60], ZFP [61], and MGARD
[62]. For lossy checkpointing and I/O throughput evaluation, we

Flat Velocity Flat Fault Curved Velocity Curved Fault

=Fa™

Figure 6: Velocity maps (top row) used in simulation and the
wave fields (bottom row) in 2D at the lossy checkpointing.

Velocity 2D 3D
Uniform 900 x 900 X 900, 3k/1k ts
FlatVel 4096 x 4096, 9k/5k ts
FlatFault 4096 X 4096, 9k/5Kk ts
CurvedVel | 4096 x 4096, 9k/5k ts
CurvedFault | 4096 x 4096, 9k/5k ts | 512 X 512 x 512, 2k/2k ts

Table 1: Velocity maps, domain size, and the number of
timesteps (ts) running before and post C/R.

use the GPU implement of MGARD, the only one among the three
compressors portable to AMD GPUs. Because MGARD employs
a portable implementation, the compression ratios and achieved
errors are similar between CPUs and GPUs.

We assess the difference between the reference field u” and the
decompressed field @”, using three metrics: root-of-mean-square
error (RMSE), KE(u" — @"), and PE(u” — @"). To measure long-
term numerical stability, we define Error Magnification (EM)
as the ratio between the final error after N simulation steps and
the initial error at restart. An EM close to 1 indicates that the
compression-induced perturbation remains bounded, suggesting
minimal disruption to the physical system.

5.2 Error propagation after a single C/R

First, we demonstrate that our method enables stable restart regard-
less of compression error tolerance or numerical discretization. We
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Figure 7: Illustration of error propagation when restarted simulation from checkpoints compressed using different error

tolerances under two numerical discretization (At; =5 x 1074 and At = 1 x 1073).

use the 2D CurveVel velocity model with three configurations: (1)
At; = 5x10"% and a RSME tolerance of 1x 1073; (2) Aty = 1x 1073
and a RSME tolerance of 1 x 1073; (3) At = 1 x 1073 and a RSME
tolerance of 1 X 10~%. The associated error tolerances follow the re-
lations \/7kE1 = 3 V7KEz = 5v7KEs and VIpEr = VTpE2 = 104/7pE3.
We adjusted the MGARD-I2 tolerance to achieve comparable com-
pression ratios: 52X for case (1) and (2), and 34X for case (3). Figure 7
shows that restarts from MGARD-energy-compressed checkpoints
exhibit minimal disturbance, with EM ~ 1 across RSME, KE, and
PE. We plot KE and PE errors only in the first 0.1 sec after restart,
as they stabelize quickly. In case (1) and (2), MGARD-energy yield
similar errors, obustness against discretization changes. In contrast,
RMSE with MGARD-12 increases by 14.3% and 6.5X in case (1) and
(2), respectively. Furthermore, RSME magnification with MGARD-
12 remains largely unchanged between cases (2) and (3), suggesting
weak correlation between error tolerance and downstream error
propagation.

We also evaluated other compressors using a 2D simulation
initialized with CurveFault velocity model. Similar to the procedure
above, we adjusted the error tolerance of SZ3, ZFP, MGARD-12, and
MGARD-energy to achieve comparable compression ratios, which
is ~ 70X. As shown in Figure 8, MGARD-energy shows the best
stability (EM ~ 1), while ZFP and MGARD-12 incur 11 — 14X RMSE
magnification, and SZ3 reaches 2894x. While KE and PE stabilize
across all methods within 0.1 sec, RMSE from SZ3 continues to grow,
indicating long-term instability. This difference in error behavior is
likely due to the compressors’ decorrelation strategies—SZ3 uses
dynamic predictors, whereas ZFP and MGARD-I2 rely on global
transforms. The final error values (relative to MGARD-energy) are
as follows: (1) RMSE: SZ3=1292.3X, ZFP=8X, MGARD-12=7.4X; (2)
KE (u—u1): SZ3=58.6X, ZFP=73.4X, MGARD-12=56.2X; (3) PE (u—u):
$Z3=59.6X, ZFP=73.4x, MGARD-12=56.5X%.

We repeat the experiment across additional 2D and 3D (Table 1).
Figure 9 shows EM results over 5000 (2D), 2000 (CurvedFault-3D),
and 1000 (Uniform-3D) time steps after restarts. As KE(u — 1) mag-
nification remains relatively constant (~ 0.5 for SZ3/ZFP/MGARD-
12 and 1 for MGARD-energy), we omit its plot. Across all five
cases, MGARD-energy consistently achieves EM ~ 1 for RMSE,

KE(u — ), and PE(u — @), while other methods yield varying and
often unpredictable magnifications, especially in 3D. Final RMSE
values relatives to MGARD-energy are summarized as follows. (1)
FlatVel-2D: SZ3= 280.6X, ZFP=6X, MGARD-12=6.2X; (2) FlatFault-
2D: SZ3=1207.6X, ZFP=8.1X, MGARD-12=6.3x; (3) CurveVel-2D:
SZ3=307.5%X, ZFP=3.7x, and MGARD-12=6.9%; (4) Uniform-3D: SZ3=
69.4%, ZFP=0.7%, and MGARD-12=15.6X; (5) CurveFault-3D: SZ3=
1248.7X, ZFP=3.3%, and MGARD-12=11.7X.

5.3 Error propagation post multiple C/R

We now evaluate error propagation under multiple sequential check-
point/restarts. Using the same 2D FlatFault setup, we ran the simu-
lation for 3000 steps and saved checkpoint cri. We then resumed
from cr; for 4000 more steps, saved cr, and repeated this process
four times, reaching ¢ = 10.5 sec. Each checkpoint was compressed
using the same g and 7pg (equivalent to RMSE=1 x 10~3) by
MGARD-energy. For comparison, we repeated the process with
MGARD-12 using the same compression ratios achieved above.

Figure 10 plots RMSE over the full trajectory, across 4 consecu-
tive C/Rs. MGARD-energy maintains stable error throughout each
restart, though each new compression introducing additional errors.
In contrast, MGARD-I2 exhibits cumulative RMSE upon the mag-
nification of errors introduced by each checkpointing. Assuming
EM =~ 1 with MGARD-energy and that new checkpoints will be
reduced after a system resettled from the previous restart, the total
error after p restart cycles can be estimated as

€p ® peg < P,

where € is the real error and 7 is the prescribed error tolerance used
for compression. This relation allows users to select an appropriate
checkpoint frequency p and per-checkpoint error tolerance 7 to
meet a global error threshold €.

5.4 1/0 acceleration using lossy checkpointing

Finally, we demonstrate the I/O performance benefits of MGARD-
energy. We perform weak scaling tests across 1,024 Frontier nodes
using data derived from two velocity maps—CurveFault-3D and
Uniform-3D, loading 4 GB and 17 GB data per GPU, respectively.
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Figure 9: Illustration of error magnification incurred by lossy
checkpointing across different initial conditions. The mag-
nification is measured over 5000 steps for 2D experiments,
2000 steps for CurveFault-3d, and 1000 steps for Uniform-3d.

Across all cases, relative RMSE errors remains below 2 — 6. Com-
pression and decompression are performed using GPU-accelerated
MGARD. Prior work [13] showed MGARD achieving 103 TB/s
throughput under the same setting but with different compression
ratios. Below, we measure:

e Read time: Time to read compressed checkpoint and decom-
press.
o Write time: Time to compress data and write to PFS.
Figure 11 shows the I/O results for checkpointing at various
simulation (¢t = 2sec, 2.75 sec, and 3.5 sec for CurveFault-3D; t =

0.008
—— MGARD-I2

= 0.006 - —— MGARD-energy
()
o
g 0.004
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N 0.002 1

0 000 ] T T T T T

0 2 4 6 8 10
Time (s)

Figure 10: Illustration of RSME error magnification after
multiple lossy checkpointing and restart. Each restart runs
for 4000 steps (i.e., 2 sec) and a tolerance on RMSE of 1 X 1073
is prescribed for checkpoint compression.

3sec, 3.5sec and 3.8sec for Uniform-3D) using 1024 nodes. To
ensure fair comparison, MGARD-12 error bounds were tuned to
match final RMSE levels post-restart (i.e., after error magnification).
Experiments show that the I/O of C/R using MGARD-energy is
4.2 — 6.3% faster on read, and 2.9 — 8.4x faster on write relative
to the I/O of uncompressed data. Comparing to I/O of C/R made
through MGARD-12, MGARD-energy achieves 1.2 — 1.8X reads
and 1.5 — 2.2X writes. Specifically, the compression ratios achieved
are: (1) Uniform-3D: MGARD-energy=117.3%, 80.5x, 65.4X for t=3s,
3.5s, 3.8s; MGARD-12= 64X, 41.8%, and 34.3% for t=3s, 3.5s, 3.8s. (2)
CurveFault-3D: MGARD-energy=238X%, 89.3%, and 42.2x for ¢t=3s,
3.5s, 3.8s; MGARD-12=144x, 54.3%, 25.8% for t=3s, 3.5s, 3.8s. Over-
all, MGARD-energy provides a 63 — 91% higher compression ratio
than MGARD-12, translating to substantial I/O speedups during
checkpointing.

6 Conclusion and Future work

This work introduces a physics-informed compression approach,
addressing a fundamental challenge in checkpointing for the wave
equation such that compression-induced errors do not amplify over
time. Unlike prior efforts that treated lossy checkpointing as an
application-agnostic data reduction task, our method explicitly
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Figure 11: Parallel I/O with lossy checkpointing across 1024
nodes on Frontier at the OLCF.

incorporates the physics of the second-order wave equation by
separating temporal iterates into kinetic and potential energy com-
ponents, each preserved with distinct error constraints through
MGARD s-norms. This physics-informed strategy prevents un-
bounded error growth, maintains stability across multiple restart
cycles, and significantly accelerates checkpoint I/O. Compared with
checkpoints compressed using standard error norms, our approach
obtains minimal error amplification and improved stability, under-
scoring the importance of incorporating physical constraints—such
as energy conservation—into lossy compression for scientific simu-
lations. These contributions provide a practical and scalable path
to enhance the reliability and resilience of large-scale PDE simula-
tions.

Looking ahead, this work opens several directions for advancing
physics-informed compression. Extending the methodology beyond
the second-order wave equation to nonlinear, mixed-type, and mul-
tiphysics PDEs will be essential for broader adoption. Many of these
systems may require preserving additional invariants or developing
different strategies to ensure long-horizon reliability. Integration
with advanced checkpointing frameworks also presents opportuni-
ties for deployment in production environments, where coupling
physics-aware compression with hierarchical storage management,
burst-buffer optimizations, and adaptive checkpoint scheduling can
deliver application-aware trade-offs between speed, accuracy, and
resilience. Beyond fault tolerance, physics-preserving compression
holds promise for stability in situ analysis, reduced-order mod-
eling, and machine-learning—based surrogates, where long-term
consistency of reduced data is critical.
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